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Abstract. We present a method for the compositional construction of the mini-
mal transition system that represents the semantics of a given distributed system.
Our aim is to control the state explosion caused by the interleavings of actions of
communicating parallel components by reduction steps that exploit global com-
munication constraints given in terms of interface speci�cations. The e�ect of
the method, which is developed for bisimulation semantics here, depends on the
structure of the distributed system under consideration, and the accuracy of the
interface speci�cations. However, its correctness is independent of the correctness
of the interface speci�cations provided by the program designer.

1. Introduction

Many tools for the automatic analysis or veri�cation of �nite state distributed
systems are based on the construction of the global state graph of the system
under consideration. Thus, they often fail because of the state explosion problem:
the state space of a distributed system potentially increases exponentially in the
number of its parallel components. To overcome this problem techniques have
been developed in order to avoid the construction of the complete state graph. In

1 A preliminary version appeared in Proceedings of CAV'90 | Second International Work-
shop on Computer{Aided Veri�cation, Vol. 531 of the Springer{Verlag series Lecture Notes in
Computer Science, pp. 186{196, June 1990.
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this paper we present a method for the compositional minimisation of �nite state
distributed systems , which is practically motivated by the following observation:
For the veri�cation of a system it is usually su�cient to consider an abstraction
of its global state graph, because numerous computations are irrelevant from
the observer's point of view. Such abstractions often allow us to reduce the
state graph drastically by collapsing semantically equivalent states to a single
state without a�ecting the observable behaviour. For example, the so obtained
minimisation of a complex communication protocol may be a simple bu�er.

Let us refer to the size of the original state space of a system S as its
apparent complexity , and to the size of the minimised state space as its reduced
complexity . The intention of our method is to avoid the apparent complexity by
constructing the minimal system representation taking context information into
account. Unfortunately, the straightforward idea to just successively combine and
minimise the components of the system is not satisfactory, because such a \local"
minimisation does not take context constraints into account and, therefore, may
even lead to subsystems with a higher reduced complexity than the apparent
complexity of the overall system. This is mainly due to the fact that parts need
to be considered that can never be reached in the global context. Partial or
loose speci�cations allow us to \cut o�" these unreachable parts. We exploit
this feature to take advantage of context information. Furthermore, we refer to
the size of the maximal transition system that is encountered by our method as
the algorithmic complexity .

Our method, called Reduction-Minimisation-Method (RM-Method for short),
is tailored for establishing P j= Spec , i.e. whether P satis�es the speci�ca-
tion or property Spec , when P is a system in standard concurrent form, i.e.
P = (p1kI1 : : : kIn�1

pn)hLi , which is annotated by interface speci�cations, and
Spec is consistent with the semantical equivalence under consideration, i.e. P j=
Spec () Q j= Spec if P and Q are semantically equivalent. To simplify the
development of our theory, we assume that the processes pi are already given as
transition systems and that k represents the parallel composition operator , hLi is
a window or hiding operator that abstracts from the activities considered as in-
ternal by transforming them into the unobservable action � , and Ii are interface
speci�cations between Ri =df (p1k : : : kpi) and Qi =df (pi+1k : : : kpn) . Interface
speci�cations are intended to describe supersets of the set of sequences that can
be observed at the associated interfaces. We represent interface speci�cations as
processes that have exclusively observable behaviour and cannot perform any
internal step. A central result of the paper is that the branching structure of
an interface speci�cation is unimportant in our framework. Only its associated
language has an impact. The point of our method is the successive construction
of partially de�ned transition systems Pi , 1 � i � n , with the following prop-
erties. First, Pi is less speci�ed than Ri , i.e. Pi is smaller than Ri with respect
to the speci�cation preorder � . This is the key for proving the correctness of
the RM-Method, i.e. Pn j= Spec implies P j= Spec , if Spec is consistent with
the kernel of � (i.e. �\� ). Second, Pn is semantically equivalent to the full
system P , whenever the interface speci�cations are correct. This guarantees the
completeness of the RM-Method. Third, Pi has the least number of states and
transitions in its equivalence class.

In this paper, we are dealing with a re�nement �d of observational equiva-
lence [Mil89]. However, the method also adapts to other equivalences. Techni-
cally, we use a new operator, called reduction operator, in each step Pi where
1 � i < n . The purpose of this operator is to cut o� all states and transitions
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of the `intermediate' transition systems that are not reachable according to the
corresponding interface speci�cation Ii . Although interface speci�cations, which
should be provided by the program designer, are in the focus of our approach, the
correctness of the RM-Method does not depend on the correctness of these in-
terface speci�cations. They are only used to \guide" the reduction. Thus, wrong
interface speci�cations never lead to wrong results, i.e. if Pn j= Spec is valid,
then P satis�es Spec , too, provided that Spec is consistent with the kernel of
� . Otherwise, if Pn j= Spec is not provable, then P may satisfy Spec or not.
Therefore, wrong interface speci�cations may only prevent a successful veri�ca-
tion of a valid statement. However, the RM-Method is complete in the following
sense: If all the considered interface speci�cations are correct and if Spec is a
�d-consistent property, then Pn j= Spec() P j= Spec . It should be noted that
the total de�nedness of Pn already implies the semantical equivalence of Pn and
P and, therefore, the completeness for all �d-consistent properties. This criterion
is su�cient for most practical applications.

1.1. Related Work

Great e�orts have already been made in order to avoid the construction of a com-
plete state graph, and therefore to avoid the state explosion problem. Roughly,
the proposed methods can be split into two categories, compositional veri�cation
and compositional minimisation. In the �rst methods, the global system need
not be considered at all, whereas in the second ones, a minimal semantically
equivalent representation of the global system is constructed.

A pure approach to compositional veri�cation has been proposed by Winskel
in [Win90], where rules are given to decompose assertions of the form P j= �
depending on the syntax of the program P and the formula � . Unfortunately,
the decomposition rules for processes involving the parallel operator are very
restricted. In order to deal with the problems that arise from parallel compo-
sitions, Pnueli [Pnu90] proposed a \conditional" inference system where asser-
tions of the form �P can be derived, meaning that the program P satis�es
the property  if its environment satis�es � . This inference system has been
used by Shurek and Grumberg in [SG90], where a semi-automatic modular ver-
i�cation method is presented which, like ours, is based on \guesses" for context
speci�cations. However, in contrast to our method, it requires a separate proof
of the correctness of these guesses. Josko [Jos87] presented a method, where
the assumptions on the environment are expressed by formulas, which must be
proved in a separate step. However, this algorithm is exponential in the size
of the assumptions. Other methods try to avoid the state explosion problem
using preorders [GW91, Pel93, Val93] where unnecessary interleavings of ac-
tions are eliminated during the construction. In [LSW94] a constraint-oriented
state-based proof methodology is presented which exploits compositionality and
abstraction for the reduction of the (possibly in�nite) veri�cation problem under
consideration. There, Modal Transition Systems are used for �ne-granular, loose
state-based speci�cations of constraints.

Halbwachs et al. [BFH90] proposed a method of the second category. It con-
structs directly a minimal transition system with respect to bisimulation by
successive re�nement of a single state. In this method, symbolic computation is
used in order to keep the expressions small. Clarke et al. [CLM89] exploit the
knowledge about the alphabet of interest in order to abstract and minimise the
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system's components. By using hLi operators together with an elementary rule
for distributing them over the parallel operator (see Proposition 2.5) our method
covers this approach. Larsen and Thomsen [LT88], and Walker [Wal88] use par-
tial speci�cations in order to take context constraints into account. Our method
is an elaboration of theirs. It uses a more appropriate preorder and de�nes a
concrete strategy for (semi-)automatic proofs where the required user support is
kept to a minimum. Also Vaandrager [Vaa90] observes that in most situations
partial information about the traces of processes is su�cient to prove that part
of a speci�cation is redundant and can be omitted.

All mentioned techniques can be accompanied by abstraction which may dra-
matically reduce the complexity [CGL92, DGG93, LGS+95].

2. General Notions

Our framework is based on processes (systems) as labelled transition systems
extended by an unde�nedness predicate on states. Processes can be structured by
means of parallel composition and hiding , thus allowing a hierarchical treatment.

A labelled transition system is a quadruple (S;A [ f�g;�!; ") where S is
a �nite set of processes or states , A is a �nite alphabet of observable actions ,
and � represents an internal or unobservable action not in A , the relation �!
� S � A [ f�g � S is a transition relation, and "� S � 2A[f�g is a predicate
expressing guarded unde�nedness .

Typically, S is a set of program states, and the relationship (p; a; q) 2�! ,

or p
a
�! q for short, indicates that p can evolve to q under the observation of

a . We write p
a
�! if 9q: p

a
�! q . Finally, p " a expresses that an a-transition

would allow p to enter an unde�ned state. We say that p is a-unde�ned in this
case. Processes are rooted extended transition systems, i.e. they consist of an
extended transition system and a designated start state.

De�nition 2.1. Let T = (S;A[ f�g;�!; ") be an extended transition system.
A process is a tuple (Sp;Ap [ f�g;�!p; "p; p) for a state p 2 S where Sp is the
set of states that are reachable from p in T , Ap =df A , and �!p and "p are �!
and " restricted to Sp , respectively. p is called start state of the process. The set
of all processes is denoted by P .

We write p for (Sp;Ap [f�g;�!p; "p; p) and say that a process is totally de�ned
if its unde�nedness predicate "p is empty. Moreover, if p; q 2 P are identical
up to renamings of states, we call p and q isomorphic, in signs p�= q . In the
remainder, we also need weak versions of transition relation and unde�nedness
predicate which abstract from the invisible action � .

De�nition 2.2. Let (S;A[ f�g;�!; ") be an extended transition system. The
weak transition relation =)� S � A [ f�g � S and the weak unde�nedness

predicate *� S � 2A[f�g are de�ned as the least relations satisfying for all
p; q 2 S and all a 2 A:

1. p
�
�!

� a
�!

�
�!

�
q implies p

a
=) q 2. p

�
�!

�
q implies p

�
=) q

3. q " a and p
�

=) q implies p * a 4. q " � and p
�

=) q implies p * �

5. q * � and p
a

=) q implies p * a 6. p * � implies p * a

Now, we are able to de�ne the language of processes .
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De�nition 2.3. The language, L(p) , of a partially de�ned process p is de�ned
as the least �xed point of the following equation system:

L(p) =

�
A�

p if p * "S
fa � La(p) j La(p) 6= ;g [ f"g otherwise

La(p) =

�
A�

p if p * aS
fL(p0) j p

a
=) p0g otherwise

:

Note that this de�nition is standard for totally de�ned processes. For unde�ned
processes we assume the \worst case" that the language contains all possible
sequences of actions.

2.1. Parallel Composition and Hiding

We now introduce a binary parallel operator k and unary hiding or window oper-
ators hLi on processes, where L is the set of actions remaining visible. Intuitively,
pkq is the parallel composition of the processes p and q with synchronisation of
the actions common to both of their alphabets and interleaving of the others,
and phLi is the process in which only the actions in L are observable.

De�nition 2.4. Let p = (Sp;Ap [ f�g;�!p; "p; p) , q = (Sq ;Aq [ f�g;�!q; "q;
q) 2 P , let p0; p00 2 Sp; q

0; q00 2 Sq , and let L be a set of visible actions.
We de�ne the alphabets of the processes phLi and pkq by AphLi =df Ap \ L
and Apkq =df Ap [ Aq , respectively. Their state sets are de�ned as the subsets
of states of fp0hLi j p0 2 Spg and fp0kq0 j p0 2 Sp; q0 2 Sqg which are reachable
from the initial states phLi and pkq , respectively, according to the transition
relations de�ned in Plotkin style notation below. Moreover, we de�ne rules for
the unde�nedness predicates of phLi and pkq .

1.
p0

a
�!p p00

p0hLi
a
�!phLi p00hLi

a 2 L 6.
p0 "p a

p0hLi "phLi a
a 2 L

2.
p0

a
�!p p00

p0hLi
�
�!phLi p00hLi

a 62 L 7.
p0 "p a

p0hLi "phLi �
a 62 L

3.
p0

a
�!p p00

p0kq0
a
�!pkq p00kq0

a 62 Aq 8.
p0 "p a

(p0kq0) "pkq a
a 62 Aq or q0

a
�!q

4.
q0

a
�!q q00

p0kq0
a
�!pkq p0kq00

a 62 Ap 9.
q0 "q a

(p0kq0) "pkq a
a 62 Ap or p0

a
�!p

5.
p0

a
�!p p00 q0

a
�!q q00

p0kq0
a
�!pkq p00kq00

a 6= � 10.
p0 "p a q0 "q a

(p0kq0) "pkq a
.

Thus, p0 "p a (q0 "q a) implies (p0kq0) "pkq a , whenever q
0 (p0) does not preempt

the execution of a , i.e. whenever a 62 Aq or q
0 a
�!q (a 62 Ap or p

0 a
�!p ). Since the

parallel operator is associative and commutative, processes in standard concur-
rent form (p1k : : : kpn)hLi are well-de�ned. Usually, compositional minimisation
techniques localise global hiding information based on the following observation.

Proposition 2.5. Let p; q 2 P and L;L0 be sets of visible actions satisfying
L0 � L [ (Ap \ Aq) . Then (pkq)hLi �=(phL0ikq)hLi .
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2.2. Semantical Equivalence and Preorder

We de�ne a semantical equivalence on extended labelled transition systems in
terms of observational equivalence [Mil89] and establish a speci�cation-imple-
mentation relation in terms of a preorder, which is compatible with this seman-
tics.

De�nition 2.6. Let (S;A[f�g;�!; ") be an extended transition system. Then
�d is the union of all relations R � S � S satisfying that (p; q) 2 R implies for
all a 2 A [ f�g:

1. p * a if and only if q * a ,

2. p
a

=) p0 implies 9q0: q
a

=) q0 ^ (p0; q0) 2 R , and

3. q
a

=) q0 implies 9p0: p
a

=) p0 ^ (p0; q0) 2 R .

Two processes p; q 2 P with the same alphabet are equivalent if and only if
their extended transition systems can be combined into one extended transition
system and the states p and q are equivalent according to the above de�nition.
The following preorder, which intuitively de�nes a \less de�ned than" relation
between processes, is the basis of the framework in which we establish the cor-
rectness of our RM-Method (cf. [CS90]).

De�nition 2.7. Let (S;A[ f�g;�!; ") be an extended transition system. The
speci�cation preorder � is the union of all relations R � S�S satisfying (p; q) 2
R implies for all a 2 A [ f�g with :(p * a):

1. :(q * a) ,

2. p
a

=) p0 implies 9q0: q
a

=) q0 ^ (p0; q0) 2 R , and

3. q
a

=) q0 implies 9p0: p
a

=) p0 ^ (p0; q0) 2 R .

In our context, this preorder is used as a speci�cation-implementation relation: a
partial speci�cation p is met by an implementation q if and only if p� q . Obser-
vational equivalence � and our speci�cation-preorder � induce slightly di�erent
semantics on processes. However, �d is a re�nement of both, and all relations co-
incide for totally de�ned processes. Of special importance for our compositional
minimisation method is the preservation of � and �d by the operators k and
hLi .

2.3. Interface Speci�cations

We introduce the notion of interface speci�cation together with a notion of cor-
rectness , which guarantees the success of the RM-Method. These notions con-
centrate on the set of observable sequences that may pass the interface. Thus,
the exact speci�cation of the interface between processes p and q is the language
of (pkq)hAp \ Aqi , i.e. its set of observable sequences.

We are going to use interface speci�cations in order to express context con-
straints. Therefore, interface speci�cations are correct or safe if the correspond-
ing exact interface speci�cation is more constraint. This motivates the following
de�nition.

De�nition 2.8. Let p; q 2 P . A totally de�ned process I 2 P without � -
transitions is an interface speci�cation for p i� AI � Ap . It is an interface
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speci�cation for p and q i� AI = Ap \Aq . An interface speci�cation I for p and
q is called correct for p and q i� L((pkq)hAp \Aqi) � L(I) . The set of all inter-
face speci�cations for p is denoted by I(p) , and the set of all correct interface
speci�cations for p and q by I(p; q) . Finally, we write I for

S
fI(p) j p 2 Pg ,

i.e. the set of all totally de�ned processes without � -transitions.

Theorem 3.3 shows that these language-based de�nitions are adequate for our
purposes.

3. Reduction Operators

In this section we propose a general notion of reduction operators and a special
instance of it, which is suitable for our purposes.

De�nition 3.1. A partial mapping � : I �P �! P is called reduction operator
if

(i) 8p 2 P ; I 2 I(p): �(I; p)� p (Correctness for arbitrary interfaces)

(ii) 8p; q 2 P ; I 2 I(p; q): �(I; p)kq�d pkq (Context preservation for
correct interfaces)

(iii) 8p 2 P ; I 2 I(p): j S�(I;p) j � j Sp j and j�!�(I;p)j � j�!pj (Reduction)

In the following we often write �I(p) instead of �(I; p) .

Intuitively, a reduction operator � should eliminate those states and transitions
of a process p 2 P which are not reachable in each global context satisfying the
interface speci�cation I 2 I(p) . This `algorithmic' intuition guarantees the �rst
two conditions, which are essential for a sensible notion of reduction operator:
the �rst condition is a correctness requirement. The reduction always yields a
process which behaves on its de�ned part as p . The second condition guarantees
that the reduction does not a�ect the behaviour of p in a context satisfying the
(correct) interface speci�cation. Finally, the third condition reects the primary
intuition of reduction: the number of states and transitions should be reduced.
This is by no means guaranteed by a decrease in the preorder! The following
operator � satis�es the conditions of De�nition 3.1.

De�nition 3.2. The reduction operator � is de�ned by the mapping (I; p) 7�!
�(I; p) =df (S;A [ f�g;�!; "; p) for I = (SI ;AI ;�!I ; ;; I) 2 I(p) and p =
(Sp;Ap [ f�g;�!p; "p; p) 2 P where

1. S = fq 2 Spj9i 2 SI : qki 2 SpkIg ,

2. A = Ap ,

3. 8q; q0 2 S; a 2 A [ f�g: q
a
�! q0 i� 9i; i0 2 SI : qki

a
�!pkI q

0ki0 ,2

4. 8q 2 S: q " � i� q "p � , and

5. 8q 2 S; a 2 A: q " a i� q "p a or (9q0 2 Sp: q
a
�!p q

0 and 6 9q0 2 S: q
a
�! q0) .

In conformance with De�nition 3.1 we also write �I(p) for �(I; p) .

2 This implies by the de�nitions of SpkI and �!pkI according to De�nition 2.1 that qki is

reachable in pkI .
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The only di�erence between �(I; p) and the projection of pkI onto p concerns
the unde�nedness predicate: �(I; p) inherits all unde�nednesses from p , and new
ones are introduced where transitions of p have been cut o� by I . The point of the
reduction operator is that for correct interface speci�cations this second kind of
unde�nedness disappears again in the full context �(I; p)kq . This holds, because
if an a-transition of p has been replaced by " a , this predicate disappears again
in �(I; p)kq exactly if q , in its corresponding state, preempts the execution of
an a-transition. Thus, the presence of an " a in �(I; p)kq indicates a fault in
the interface speci�cation, whenever p and q are totally de�ned processes. Note
that it is possible that �(I; p)kq is totally de�ned, although I is not correct for p
and q . This is the case if the incorrect parts of I need not be considered for the
reduction. Our reduction operator satis�es representation independence which
states that not the branching structure of an interface speci�cation but only its
language is important.

Theorem 3.3. (Representation Independence) For all p 2 P and for all
I; I 0 2 I(p) we have: L(I) = L(I 0) implies �I (p)�=�I0(p) .

4. Minimisation Method

Now, we develop the RM-Method which compositionally minimises �nite state
distributed systems, on top of a reduction operator � . It is tailored to deal
with systems of the form P = (p1k : : : kpn)hLi. The RM-Method expects the
system P to be annotated with interface speci�cations for the right hand pro-
cess and the left hand process of the parallel operator they are attached to:
(p1kI1p2kI2 : : : kIn�1

pn)hLi . It proceeds by successively constructing transition
systems Pi as follows:

� P1 =df M(�I1 (M(p1hAI1 [ Li))) ,
� Pi =df M(�Ii(M((Pi�1kpi)hAIi [ Li))) for 2 � i � n� 1 , and

� Pn =df M((Pn�1kpn)hLi) .

In order to avoid unnecessarily large intermediate transition systems, it is im-
portant to minimise all the intermediate constructions as it is done above. Note
that this method covers the naive method (only using M) and methods which
only consider the correspondence of the parallel and the window operator (see
Proposition 2.5). The new additional power of the RM-Method is due to the
reduction operator � which minimises all intermediate transition systems Pi

according to global constraints speci�ed in terms of the interface speci�cations
Ii (for 1 � i � n � 1). We obtain the following correctness result, which is
independent of the correctness of the interface speci�cations.

Theorem 4.1. (Correctness) Pn�P holds.

This is already enough to guarantee the correctness of the RM-Method, i.e. any
property consistent with the kernel of� that holds on Pn is also valid on P . Thus,
faulty interface speci�cations never allow us to establish wrong properties. They
may only prevent their satisfaction on the reduced system. Also, the correctness
of the interface speci�cations is already su�cient to guarantee the success of the
method, i.e. the reduction is consistent with the semantical equivalence.

Theorem 4.2. (Completeness)
(8j � n: Ij 2 I(p1k : : : kpj ; Qj)) implies Pn�dP .
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In practice, P is usually totally de�ned. Then the proof of Pn�dP reduces to
the veri�cation of the total de�nedness of Pn .

Corollary 4.3. Whenever P is totally de�ned, we have: Pn�
dP i� Pn is totally

de�ned.

5. Conclusions

We have presented a method for the compositional minimisation of �nite state
distributed systems which is intended to avoid the state explosion problem. This
method can be used to support the veri�cation of any property that is consistent
with �d and is implemented as part of the MetaFrame environment [SMC96]
and the Aldebaran veri�cation tool [Fer88]. The e�ect of this method depends on
interface speci�cations, which we assume to be given by the program designer.
However, the correctness of our method does not depend on the correctness of
these interface speci�cations. This is very important, because it allows the de-
signer to simply \guess" interface speci�cations, while maintaining the reliability
of a successful veri�cation.

The electronic version of the paper contains an e�cient algorithm for � and
illustrating examples which show the power of our method by minimising a sys-
tem whose apparent complexity is exponential, but its algorithmic and reduced
complexities are linear. Finally, the electronic version includes all challenging
proofs and a more detailed discussion of related work.
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